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Abstract—A binarized neural network (BNN), a restricted
type of neural network where weights and activations are binary,
enables compact hardware implementation. While the existing
architectures for BNN assume that weights and biases are stored
in on-chip RAMs, this paper presents an attempt to embed those
parameters into processing elements by utilizing LUTs in FP-
GAs as ROMs. This eliminates the bandwidth limitation between
memories and neuron PEs and allows higher parallelism, as well
as it reduces the hardware cost of the neuron PEs. This paper
also proposes a map-shift scheme to efficiently supply the neu-
ron PEs with feature map data for convolution. As a case study,
LeNet5 has been implemented based on this method targeting Xil-
inx FPGA Artix-7, which can process a frame in 1,386 cycles at
21.1MHz.

I. Introduction

Recent advances in neural network technology have brought
great leaps in various areas such as computer vision, data clas-
sification, natural language processing, etc. Following the suc-
cess in these areas, deep neural networks are now widening the
scope of applications.

One of the key trends in the neural net technology is the
shift from cloud to edge computing. With smaller delay, re-
duced communication cost, and better data security, inference
on edge devices would further expand application areas of ma-
chine learning. However, expensive computation cost for deep
neural networks is a burden for edge devices with limited com-
puting resources and low power budget. Hardware acceleration
of neural net inference is thus an important research topic.

A binarized neural network (BNN) is a restricted type of
neural network where weights and activations are binary [1].
It drastically reduces the computation cost, hardware size, and
power consumption. Many efficient architectures to implement
BNNs in hardware have been proposed so far [2, 3].

One of the major bottlenecks in neural network computation
is access to memories that store huge number of parameters.
Although binarization substantially reduces the data amount
and enables the use of on-chip RAMs, the number of the mem-
ory banks limits the parallelism of computation at neurons.

A natural idea to counter this problem is to migrate the pa-
rameters from memories to neuron processors. Chi proposed
to implement a fully connected layer of neural network as a
combinational logic circuit [4]. Since the parameters turn to
constants, the resulting circuit is simplified. The circuit size

is further reduced by sharing partial results. However, this
method is effective only for fully connected or dense layers,
not for convolution layers. Moreover, the resulting combina-
tional circuit is still too large.

This paper presents a method for implementing hardware
BNNs without memory access which is applicable to both con-
volution and fully connected layers. It is based on parameter
embedding in which the weight and bias parameters are em-
bedded in neuron processor elements [5]. This enables highly
parallel computation because the parallelism is no more lim-
ited by the number of memory banks. As a method of sup-
plying feature map data at a rate that meet the parallelism, a
map shifting scheme is also proposed in this paper. As a case
study, whole layers of LeNet5 are implemented targeting Xil-
inx FPGA Artix-7 which can process a frame in 1,386 cycles
at 21.1MHz.

II. Binarized Neural Network (BNN)

For a neuron i in a neural network, let Ii be a set of neurons
feeding i, bi be the bias of i, wi, j be the weight associated with
the synapse connecting neurons j and i. The activation value

ai of i is expressed as ai = f (bi +
∑

j∈Ii

wi, j · a j). In the binarized

neural network, ai and wi, j are in {−1,+1}, and f (x) = 1 if
0 ≤ x and f (x) = −1 otherwise. If we represent −1 and +1 by
0 and 1, respectively, the multiplication in the above formula
is reduced to an exclusive-nor operation.

Since a neural network consists of a huge number of neu-
rons, it is impractical to accommodate all the neurons in a sin-
gle chip. Thus, processing elements (PEs) for neuron are usu-
ally repeatedly utilized and the parameters (the weights and
the biases) are stored in RAMs. Binarization substantially re-
duces the amount of the parameters so that all the parameters
for a BNN may be accommodated in on-chip RAMs, which
drastically enhances the memory access speed. Even so, the
parallelism of computation of a BNN is limited, because it is
limited by the number of the banks of the on-chip RAMs.

III. Parameter Embedding andMap Shifting

A. Parameter Embedding

Instead of storing the weight and bias parameters in RAMs,
we propose to embed them in neuron PEs.
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Fig. 1. Parameter embedding

Fig. 1 illustrates the basic idea. We assume that the neuron
PE processes inputs sequentially; the input data come through
input x and multiplied by the corresponding weights w[a], and
their sums are compared by threshold th[m]. a and m are ad-
dresses for the parameters and when the neuron has k inputs,
m = a/k. Instead of supplying the parameters from memories,
we embed them into the PEs. For a k input neuron, w parame-
ters takes only k bits. In the case of FPGA with memory type
LUTs, up to 32 parameters may be accommodated in a 5-input
LUT. Moreover, parameter embedding may induce logic sim-
plification. For example, comparison with variable thresholds
are reduced to comparison with constants, which may decrease
the hardware cost.

The biggest impact of parameter embedding is on freedom
for the overall architecture of BNNs. The number of the PEs
working in parallel are not limited by the number of the mem-
ory banks. There is no worry about routing many parameters
between memories and PEs.

B. Map Shifting

As an idea to implement a highly parallel convolution neu-
ral network circuit, a map shifting scheme is proposed in this
paper.

Fig. 2 (a) illustrates the idea for 2-dimensional convolution
with a 8 × 8 feature map with kernel size 3 × 3 which yields
a 6 × 6 new map. In our scheme, 6 × 6 PEs (indicated by ’N’
in the figure) computes the output (convolution) in parallel. At
first ((1) in the figure), the PE at position (i, j) reads from the
cell (i, j) of the map. Then, the map data are left shifted (2), so
that the PE (i, j) reads the cell (i, j+ 1). After another left-shift
(3), the map is shifted upwards (4), then the map is right shifted
twice (5–6). This zigzag shifts are repeated so that the PE (i, j)
scans the cells (i, j) through (i+ 2, j+ 2). When multiple maps
have to be processed, the sequence of shifts is carried out in
the reverse way (as illustrated by the green arrows). The data
shifted out of the map may either be rotated to the vacated
cells or accommodated in extra cells. The same scheme may
be applied to one dimensional or more than two dimensional
convolution.

Fig. 2 (b) shows a map shifting scheme for a fully connected
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Fig. 2. Map shifting scheme

layer, which is simpler than that for convolution. All the map
data are chained and shifted at each cycle. Then, all the PEs
can read all the cell data sequentially at some cell (the left-top
cell in this figure).

IV. Case Study: Implementation of LeNet5

As a case study, whole layers of LeNet5 [6] are designed,
based on the idea presented in the previous section. As shown
in Fig. 3, the net takes a 32 × 32 image map of a handwritten
digit and outputs the one-hot code of the recognition result. We
assume all the feature map data including those of the input
image are binary.

Note that our implementation is specialized for a given neu-
ral network, so the design must be autogenerated every time a
neural network configuration and a set of parameters are given.

A. Layer 0 and 1

Fig. 4 shows structures of the circuits for the layer-0 and
layer-1 modules and the connection among them. The layer-0
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Fig. 5. PE1

module loads the input image map and feeds them to the layer-
1 module which computes convolution.

The layer-0 module is a 32 × 32 two-dimensional rotate-
shift register. The image map is loaded from the top side, 32
bits at a time taking 32 cycles. Then the map is shifted as was
illustrated in Fig. 2 (a) to feed the layer-1 module.

The layer-1 module consists 28 × 28 neuron PEs (PE1s) to
compute convolution of kernel size 5×5. The structure of PE1
is as illustrated in Fig. 5. Since the layer-1 computes convo-
lution 6 times, PE1 has 6 sets of weight parameters (w[0][a]
through w[5][a]) and threshold modules (for th[0] through
th[5]), where m = 0 through 5, and a = 0 through 5 × 5.

After the layer-0 is loaded in 32 cycles, it takes 5 × 5 × 6 =
150 cycles to produce 6 maps.
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B. Layer 2

The layer-2 module computes pooling (4 to 1 sub sampling)
of the output from the layer-1 module. The connection be-
tween the layer-1 and layer-2 modules are as shown in Fig. 6.
The layer-2 module consists of 14 × 14 PE2s, each of which
is connected with 4 adjacent PE1s. The layer-2 module also
keeps the results of pooling and feeds them to the next con-
volution layer, so it constitutes a two dimensional rotate shift
register.

The structure of PE2 is as shown in Fig. 7. It has six function
modules for pooling and six 1-bit registers to store the results.
Note that in parameter embedding scheme any pooling com-
putation is represented as a 4-input 1-output Boolean function,
which is implemented with a single 4-input LUT. Every time
pooling is computed, the result is shifted into the registers.

It takes 1 × 6 cycles to compute pooling in the layer-2 mod-
ule. However, the computation can be overlapped with the con-
volution in the layer-1 module, so virtually it takes no cycle.
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C. Layer 3

The Layer-3 module computes convolution for the six 14 ×
14 maps of kernel size 5 × 5 to produce 16 output maps of
size 10 × 10. 16 maps are computed by 4 sets of processors;
namely, 4 results are computed at a time which is repeated for
4 times. Thus, the layer-3 module consists of 10×10×4 PE3s.
The structure of PE3 is the same as PE1 except that it needs
5 × 5 × 6 weight parameters for each iteration.

The map data are supplied from layer-2 to layer-3 in the
similar way as illustrated in Fig. 2 (a), except that data of 6
maps must be moved during zigzag shifts. This is done by
shifting data within PE2 and between PE2s as shown in Fig.
9; 6 bits in each PE2 is shifted (upwards) with a bit shifted in
from the adjacent PE2 and a bit shifted out to the PE2 on the
opposite side.

To compute all the convolution, the layer-3 module takes
5 × 5 × 6 × 4 = 600 cycles with 10 × 10 × 4 = 400 PE3s.

D. Layer 4

The layer-4 module performs pooling of data from the layer-
3 and feeding of the resulting data to the layer-5. The connec-
tion between the layer-3 and layer-4 is similar to that between
the layer-1 and layer-2, but 4 sets of data are passed at a time.

Fig. 10 shows the structure of PE4. It has 4×4 function units
for pooling and 16 1-bit registers to store the results. Every
time 4 pooling results are computed, the registers are shifted
by 4 bits to store the new data.

Pooling takes 1 cycle per output map, but it is overlapped
with the convolution in the layer-3 module.
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E. Layer 5 throught Layer 7

The layer-5 ,-6, and -7 modules perform neural network
computation of full conection, which are 5 × 5-input/120-
output, 120-input/84-output, and 84-input/10-output, respec-
tively.

Fig. 11 shows the connections between the layers 4 through
7. All the 5×5 registers in the layer 4 are chained and 1-bit per
cycle is supplied to PE5s. Similarly, the 120 registers in the
layer 5 are chained to feed 1-bit per cycle to the PEs in layer 6.

The layer-5, -6, and -7 modules take 5×5×16 = 400 cycles,
120 cycles, and 84 cycles, respectively, for their computation.

V. Preliminary Result

A full-hardware LeNet5 described in the previous section
has been designed in Verilog HDL, where the weights and bi-
ases were determined randomly.

The number of cycles are summarized in Table I. It takes
only 1,386 cycles. Moreover, layers 0–2, 3–4, and 5–7 are
computed with independent hardware, so they can form a 3-
level pipeline. In this case, the iteration interval will be 604
cycles.

The result of logic synthesis targeting Xilinx FPGA Artix-7
(xc7a100tcsg324-3) by Vivado (2016.4) is summarized in Ta-
ble II. The circuit may fit in a low-end FPGA chip. Since
combinational part of computation in our architecture is very
light, it is considered that the large critical path delay (47.3ns)
is due to routing. It takes 47.3ns×1, 386 �65.6μs to process a
single frame. If executed in the pipeline manner, the iteration
interval is 47.3ns×604 �28.6μs, which translates to 35.0 kfps.
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TABLE I
Execution cycles

Layer #cycle

0 loading 32
1 convolution 150
2 pooling (0)

3 convolution 600
4 pooling (0)

5 full connection 400
6 full connection 120
7 gaussian connection 84

total 1,386

VI. Conclusion

A new efficient scheme for FPGA implementation of BNNs
is presented, which is based on parameter embedded and map
shifting. With this scheme, LeNet5 has been designed which
can process a frame in 1,386 cycles with reasonable amount of
hardware.

At this point, we have only studied the feasibility of this
scheme and a lot of issues are left. In our experiment, all the
weights and biases were randomly determined. These parame-
ters do not affect execution cycles but circuit size and the delay,
so we must synthesize the circuit with actual learned parame-
ters. We also assume all the map data including the input image
data are in binary, by which a sufficient recognition rate may

TABLE II
Synthesis result

#LUT #FF delay [ns]

overall 38,151 10,911 47.3

Ctrl 146 27
L0 2,286 1,024
L1 13,453 3,920
L2 1,137 397
L3 15,517 3,200
L4 699 400
L5 3,487 1,201
L6 1,181 672
L7 245 70

Synthesizer: Xilinx Vivado (2016.4)
Target: Xilinx Artix-7

not be achieved. We must refine the precision for the data.
Moreover, there is a lot of room for improving performance
and reducing the cost of the circuit. We are now working on
these issues.
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